How Good is Your Weather Forecaster?
Evaluating Probabilistic Predictive Models
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“You just regret that something that had that much impact—you weren’t able to tell people that that was a viable possibility. … I think the most frustrating thing is that if I had exactly the same set of information in front of me tonight that I did two nights ago, I would do the same thing that I did then, because nine times out of 10, that pattern will not lead to what it led to.” 

Greg Fishel, chief meteorologist for WRAL-TV in Raleigh, NC

After two days of complaints and some encouragement from viewers, Fishel studied several of his eight computerized weather projections before making his Friday-night call. (When he learned meteorology at Penn State University in the 1970s, there were only two models.)

Fishel factored in his knowledge of North Carolina’s topography and his 23 years of experience at WRAL, then gave it his best shot on live television.

“I used to say I want to be the one to go out on a limb,” he said. “But now I realize how uncertain the climate data can be. And I think it’s a better public service to admit our uncertainty.” 

From The News & Observer, Raleigh, NC 
January 21, 2005 

“Winter is forecasters’ toughest season”, by staff writer Danny Hooley


“If we had predicted flurries and we got an inch of snow and we were in Buffalo, no big deal. … But here, snow is a low-probability, high-impact event.” 

Greg Fishel, chief meteorologist for WRAL-TV in Raleigh, NC

 “I called my boss during a commercial break and said [one] computer model was saying we could get 10 to 20 inches. … He said, ‘What are you going to say?’ I said, ‘I don’t know,’ and hung up. There’s a hesitancy to go too far out on a limb. … I remember saying, ‘Folks, if this model is correct, we’re going to get dumped on.’ We did, 20 inches worth.”
Former WLFL-TV meteorologist Steve Swienckowski

From The News & Observer, Raleigh, NC 
January 22, 2005 

“Predictions, nor promises”, by staff writer Matthew Eisley
Four models predict the chance of rain each day for one month.  (These are fictitious data and models.)

	Eventual Outcome

(. = no rain)
	Model A

(% chance of rain)
	Model B

(% chance of rain)
	Model C

(% chance of rain)
	Model D
(% chance of rain)

	Rain
	90
	30
	80
	60

	Rain
	40
	30
	50
	80

	Rain
	60
	30
	80
	70

	Rain
	10
	30
	90
	70

	.
	60
	30
	0
	20

	Rain
	30
	30
	10
	50

	.
	80
	30
	10
	40

	.
	70
	30
	20
	30

	.
	80
	30
	40
	30

	.
	90
	30
	60
	40

	Rain
	80
	30
	20
	80

	.
	80
	30
	30
	40

	Rain
	90
	30
	90
	40

	.
	50
	30
	60
	20

	.
	10
	30
	20
	0

	Rain
	60
	30
	50
	80

	.
	20
	30
	10
	30

	.
	0
	30
	0
	50

	.
	90
	30
	60
	40

	.
	70
	30
	50
	0

	.
	50
	30
	0
	30

	.
	40
	30
	20
	30

	.
	70
	30
	10
	10

	.
	80
	30
	50
	40

	.
	60
	30
	0
	20

	.
	30
	30
	10
	30

	.
	30
	30
	20
	0

	Rain
	0
	30
	60
	40

	.
	60
	30
	0
	20

	.
	20
	30
	10
	10

	.
	80
	30
	50
	10


For each model, we see the predictions (x-axis) and the eventual outcome (y-axis):
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For each model, we count the proportion of times that its most likely predicted outcome was indeed what happened:
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For each model, we make a histogram of its prior predicted probabilities of the events that eventually occurred.  Bunching up near 1 is desirable:
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For each model, we cluster the predictions and plot them (x-axis) against the proportion of times that the event occurred, among the incidents in that cluster.  Points in the graphs below are jittered, and the number of points indicates the number of incidents in the cluster.
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What are some ways we might judge how good the models are?
· For each model, count how often the most probable predicted outcome was in fact what happened.

· For each model, make a distribution of the predicted probabilities of what happened.  Does it cluster near 1?

· For each model, cluster together identical or similar predicted probabilities and compare these with the relative frequency of the events they predicted.

· Count how many times each model “wins”, by making the highest prediction of what actually happened.

· Every time it rains, add to each model’s “score” an amount equal to the probability that it predicted for rain.

Do any of these methods have drawbacks?
· For each model, count how often the most probable predicted outcome was in fact what happened.
Sometimes a model assigns probabilities to many different possible outcomes, so that the actual probabilities involved may be quite small.  Should we penalize a model for that?
· For each model, make a distribution of the predicted probabilities of what happened.  Does it cluster near 1?
Again, this may be a problem for models that assign probabilities to many different outcomes.
· For each model, cluster together identical or similar predicted probabilities and compare these with the relative frequency of the events they predicted.
Do we like Model B, that always predicted 30% of the time, and was almost exactly right in the long run?  This method doesn’t encourage models to “go out on a limb”, or to use additional information to refine probability estimates.
· Count how many times each model “wins”, by making the highest prediction of what actually happened.
Suppose a model assigned a 0% chance of rain every day.  This method encourages stragically making predictions other than what the model actually “believes”.
· Every time it rains, add to each model’s “score” an amount equal to the probability that it predicted for rain.
Suppose a model predicted a 100% chance of rain every day.  This method also encourages strategic “lying”.

Two things are desirable:

1. Among those times when a model says “X%” chance of rain, we would like to see rain X% of the time.

2. We want the model to push itself to the limits, making probability estimates that are close to 0 or 1.

And a possible third criterion:

3. Some events that may be rare are nevertheless of great importance, such as tornadoes or blizzards.  The risks of overestimating the probability of the event and of underestimating the probability of the event may not be comparable.  We may want to reward a model in a special way for going out on a limb to predict rare or important events.

A “proper scoring rule” is a function that gives a score to a probabilistic predictive model in such a way that it is always better for the model to give the distribution that it actually “believes” rather than strategically “lying” in order to improve its score.
Addressing the third criterion might be desirable, but it could not be done with a proper scoring rule.  By definition, that criterion encourages models to use criteria other than their best judgment for making predictions.

Here is one proper scoring rule:
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Where
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  is an index of the observed incidents,
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  is an index of the possible outcomes,
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  is a weight assigned to each incident, perhaps due to the relative importance of an accurate prediction for that incident—one could use 
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  is the probability of outcome j occurring during incident i, and
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  is an indicator of whether outcome j occurred (0) or not (1) during incident i.




Floyd Bullard, NCSSM


bullard@ncssm.edu





Teaching Contemporary Mathematics Conference


The North Carolina School of Science and Mathematics


12-13 February 2005








�





5%








_1169549316.unknown

_1169549330.unknown

_1169549344.unknown

_1169549351.unknown

_1169549337.unknown

_1169549323.unknown

_1169549306.unknown

